Strategic Architecture Recommendation: The On-
Premises Enterprise Al Data Layer

Table of Contents

Strategic Architecture Recommendation: The On-Premises Enterprise Al Data Layer. 1

1. Strategic Rationale for On-Premises Al Infrastructure........cccccicceveiiieniiiiinceniciceneciicenannes 2
2. Core Architectural Principles for Scalable Al.........cieieieieieiieiiieireterercrerersecesecesacecasannes 3
3. Systems of Record: The Foundation of Relational and Unstructured Data....................... 4
4. The Analytical Layer: Implementing Apache Iceberg for Independent Scaling ................. 5
5. Query Engines and Federation: Trino vs. Consolidation.......ccccceiiiuiiiiiieiininiciceniicecennenens 6
6. The Feature Store Strategy: Unifying Research and Production with Feast .......c..cccceuuuee. 7
7. Data Governance, Semantics, and LIN€AZE .....c.cccciureiiinieiiiieiininiiinciniiiecasesiesssesssssassesens 8
8. Operationalizing the Workflow: Notebooks, Orchestration, and Reporting ......c..cccceueee. 9

Summary of the Fantasy Al Platform COmMPONENTS ......cuiiiiiieiiiiieeeeeteeeie et e et e et e s e ee s et easnnanns 10



1. Strategic Rationale for On-Premises Al Infrastructure

As of January 2026, the industry has reached a tipping point. The era of unconstrained
cloud-native Al experimentation has been superseded by a strategic return to on-premises
infrastructure for high-performance data layers. This shift is not a regression, but a
sophisticated response to the “cloud tax” that has plagued enterprise margins for the last
two years. A localized data layer is now the primary determinant of competitive advantage,
offering the throughput required to keep modern GPU clusters saturated while maintaining
absolute control over the organization’s most valuable intellectual property.

The move toward on-premises adoption is driven by three inescapable factors: fiscal
determinism, regulatory rigidity, and architectural sovereignty. As popularized by David
Heinemeier Hansson (DHH) in his recent appearance on Lex Fridman’s podcast, the
financial logic of hardware amortization is undeniable; Capex-heavy on-premises models
allow enterprises to fix their costs over a multi-year horizon, avoiding the volatile Opex and
punitive egress fees associated with cloud providers.

Cloud-Native Challenges On-Premises Strategic Solutions

Volatile Consumption Deterministic Infrastructure:Costs are
Models:Unpredictable scaling costs and amortized over years, providing a stable
variable egress fees that disrupt long-term  foundation for financial modeling and high-
forecasting. margin Al scaling.

Regulatory Friction:Significant risk and Localized Data Protection:Absolute data

complexity in moving PlI/PHI to third-party  residency within the local perimeter,
regions under HIPAA, GDPR, or PIPA (North  simplifying compliance for regulated

America). industries.

Proprietary Lock-in:Black-box storage Architectural Sovereignty:Full utilization of

formats and APIs that hold the data layer open-source ecosystems (lceberg, Trino,

hostage to a single vendor’s roadmap. Feast) to ensure long-term optionality and
control.

This foundation of deterministic infrastructure is the prerequisite for scaling Al initiatives
from “lab experiments” to production assets. By stabilizing the underlying financial model,
the enterprise can focus on the core design principles required to sustain this localized
advantage.



2. Core Architectural Principles for Scalable Al

To prevent the accumulation of crippling technical debt and avoid the trap of proprietary
“walled gardens,” this architecture mandates a principle-first approach. These pillars
ensure that the platform remains modular, allowing the enterprise to swap compute
engines or storage protocols as the Al landscape continues to evolve through the late
2020s.

The following Five Pillars define the “Fantasy Al Platform” blueprint:

e Decoupling Compute and Storage: Scaling resources independently to maximize
cost-efficiency.
o Strategic Outcome: Eliminates the fiscal waste of over-provisioning compute
nodes simply to expand storage capacity.
e Prioritizing Open Standards: Exclusively utilizing non-proprietary protocols and
open-source formats.
o Strategic Outcome: Ensures the enterprise data moat is never held hostage
by a vendor’s proprietary file format.
e Governing the Data Moat: Implementing granular protection and operation tracing.
o Strategic Outcome: Guarantees auditability and compliance
(GDPR/HIPAA/PIPA) while protecting the organization’s unique data assets.
e Optimizing GPU Utilization: Explicitly favoring batch processing over fragmented,
interactive workloads.
o Strategic Outcome: Maximizes the ROl of $40,000+ H100 and B200 nodes by
minimizing idle time and operational overhead.
e Isolation of Environments: Maintaining strict boundaries between development,
research, testing, and production.
o Strategic Outcome: Protects data integrity and ensures that sensitive
production data is never exposed to unvetted research code.

These principles dictate the specific technology selections for our Transactional Layer,
ensuring that raw data generation is aligned with long-term Al requirements.



3. Systems of Record: The Foundation of Relational and Unstructured
Data

The Al data layer begins with Systems of Record—the Online Transaction Processing
(OLTP) engines that facilitate real-time business operations. While Al models focus on
historical analysis, they are fundamentally dependent on the quality and integrity of these
raw transactions, from inventory tracking to marketing funnel transitions.

The architecture mandates the following toolset based on specific data patterns:

o Relational Schemas: We rely on the proven stability of PostgreSQL or MSSQL to
mitigate transactional risk and maintain ACID compliance.

e Hierarchical/Unstructured Data: For document-oriented or schema-less
datasets, MongoDB and Cassandra remain the industry standards for localized
flexibility.

e Search-Optimized Data: High-speed full-text search requirements must be
handled by Elastic Search.

Maintaining these traditional systems is a non-negotiable prerequisite. Without the context
of the “current state” provided by OLTP, the Al layer lacks the ground truth necessary for
downstream analysis. This raw transactional stream provides the feed for the massive
historical datasets required by the Analytical Layer.



4. The Analytical Layer: Implementing Apache Iceberg for Independent
Scaling

The most significant shift in the last two years has been the abandonment of bundled data
warehouses in favor of open-source table metadata specifications. The previous model,
where compute and storage were locked together by proprietary vendors, was inherently
wasteful.

Apache Iceberg is the cornerstone of the 2026 Analytical Layer. By capturing table
metadata on top of Parquet files, Iceberg allows the enterprise to manage petabyte-scale
historical data with high efficiency. Its storage-agnostic nature (compatible with both
HDFS and S3) enables “waste-free” scaling, where storage can expand without an
accompanying and unnecessary increase in compute costs.

Key strategic takeaways for Iceberg’s implementation include:

e Metadata-Driven Partition Navigation: Dramatically reduces the volume of data
scanned, lowering the I/O burden on local hardware.

e Storage Protocol Independence: Provides the flexibility to utilize any underlying
storage medium without re-architecting the table layer.

e Universal Compute Engine Compatibility: Native support across all major open-
source engines ensures the data remains accessible to any tool.

This metadata-rich storage format serves as the essential source for the high-performance
query engines that feed the Al development lifecycle.



5. Query Engines and Federation: Trino vs. Consolidation

The query engine serves as the high-speed gateway to the historical data stored in Iceberg.
The strategic selection of a query engine depends entirely on the current state of the
organization’s legacy landscape.

e Query Federation (Trino): For enterprises managing a “nightmare” of varied legacy
systems, Trino is the mandatory choice. It allows for querying across disparate data
sources without the overhead of immediate migration.

e Source Consolidation (ClickHouse): For organizations prioritizing raw throughput
and willing to consolidate their sources of truth, ClickHouse offers the fastest open-
source performance available today.

The Recommendation: If the landscape is fragmented, utilize Trino to unify access; if the
landscape is consolidated, utilize ClickHouse for maximum speed. These engines provide
the high-speed data delivery required by the Feature Store, which serves as the final
staging area for machine learning.



6. The Feature Store Strategy: Unifying Research and Production with
Feast

The Feature Store is the persistent management layer for “gold” datasets, bridging the gap
between raw analytical data and model training. The architecture mandates Feast as the
management layer because it allows features to be defined in Python and transitioned
between environments with a “flip of a switch.”

We must distinguish between two operational modes:

e Offline Feature Store (Exploration): This layer supports human-led data
exploration. Backed by high I/O disks and Apache Iceberg, it leverages native
versioning and time-travel capabilities . From a business perspective, this is
critical for reproducibility; it allows teams to audit model performance and roll back
to previous “known-good” datasets if a new model shows signs of regression.

e Online Feature Store (Inference): This layer supports production applications and
training epochs. By pairing Feast with Redis , we achieve the low-latency fetches
necessary to prevent high-cost GPUs from idling while waiting for the next batch of
data.

Feast acts not as storage itself, but as the orchestration layer that ensures consistency
between research (offline) and production (online), moving data from technical storage
into a governed framework of trust.



7. Data Governance, Semantics, and Lineage

Data governance is the “dark horse” of the Al data layer. It is the essential infrastructure
that ensures the enterprise remains compliant with global standards like GDPR, HIPAA,
and PIPA (North America). Investing in this layer now prevents catastrophic regulatory
friction during future audits.

The framework is built on four critical components:

1. Data Classification: Tiered access based on sensitivity (Public vs. Internal
vs. Sensitive).

2. Minimizing Copies: Reducing data duplication to ensure “Right-to-Erasure”
requests can be executed with precision.

3. Access Tracking: Centralized authorization management to ensure datais only
accessible to vetted personnel.

4. Operation Tracing: Utilizing query logs to provide a forensic audit trail of every
dataset evolution.

To operationalize this, we mandate a Semantic Layer via dbt to standardize pipelines and
generate lineage and field descriptions automatically. This metadata is then surfaced
through two distinct interfaces: DataHub for analysts needing a visual data catalog, and
Collibra as the auditor-facing system of record for compliance and governance.



8. Operationalizing the Workflow: Notebooks, Orchestration, and
Reporting

The final phase of the architecture is the transition from exploratory research to
production-ready pipelines. This requires balancing developer freedom with the fiscal
necessity of resource management.

The operational stack consists of:

e Jupyter Lab: Centrally managed to enforce timeouts and “T-shirt sizing” for GPU
resources. This management is a fiscal necessity to prevent researchers from
holding onto $40k+ GPU nodes for inactive sessions.

e Dagster: An “asset-based” orchestrator that treats datasets as first-class citizens.
It provides the retry mechanisms and deterministic resource allocation required for
reliable, batched pipeline execution.

e Superset: Provides professional, shareable reporting for business stakeholders. By
utilizing Role-Based Access Control (RBAC), it ensures that non-technical users
can consume insights without being exposed to the underlying code or
unauthorized data.



Summary of the Fantasy Al Platform Components
Technology Strategic Role

PostgreSQL / MSSQL Relational Systems of Record; mitigates transactional risk.

MongoDB / Cassandra Unstructured Systems of Record for hierarchical data.

Elastic Search Full-text search optimization for the data layer.

Apache Iceberg Open table metadata; enables “waste-free” storage/compute
decoupling.

Trino / ClickHouse Query engines; provides federation or consolidated speed.

Feast Feature management; unifies offline research and online
inference.

Redis Low-latency storage for online feature stores to prevent GPU
bottlenecks.

dbt Semantic layer; standardizes pipelines and generates metadata.

DataHub Analyst-facing data catalog and visual lineage interface.

Collibra Auditor-facing governance and compliance system.

Jupyter Lab Centrally managed interactive notebook services with resource
sizing.

Dagster Asset-based workflow orchestration and pipeline reliability.

Superset Business reporting and insights with RBAC.

This architecture establishes a decoupled, non-proprietary, and deterministic on-premises
data layer. By prioritizing open standards and localized infrastructure, the enterprise
ensures that its Al capabilities are both technically superior and fiscally sustainable for the
decade ahead.



